
Wth few exotic and limited exceptions, switched networks handle distribution of 
individual packets to multiple recipients as a sequence of serial operations.  This is 
necessary because switches must run software to set up each connection between 
source and destination for each transfer.  As the number of desired recipients for the 
data grows, so does congestion in the network fabric.  This causes throughput to 
be impacted and ultimately packets to be dropped.  Dropped packets necessitate 
recovery and retransmission.  This degrades throughput and defeats the desired 
parallelism, which was the original reason for the multicast.

Because of the need for serializing the transfers, the typical multicast operation exhibits 
timing skew between the transfers of successive packets.  This not only drives up 
latencies, but produces jitter, a level of unpredictability in the time needed to transfer 
any particular data packet.  The unpredictability is due to interaction between the 
switching software and the hardware resource that it controls. When timing is not 
predictable, then the ability for the system to respond to events or deadlines in a timely 
manner is in jeopardy. Figure 1 shows a typical plot of the latencies for transferring a 
single data packet from a single source to 22 recipients during a software managed 
multicast operation. 

A better solution, invented by Lightfleet Corporation, is to eliminate altogether the 
switching of data packets by software.  Instead, Lightfleet’s Multiflo™ Data Distribution 
System (DDS) guides packets from a source to an arbitrary number of destinations, 
simultaneously via hardware logic, based in information encoded in the packets 
themselves.

In Lightfleet’s patented Multiflo™ fabric architecture, any message sent by any 
connected host is received by the Data Distribution Module (DDM in the diagram 
below), and may be sent to all connected hosts at the same time.  The DDM decodes 
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the address of an incoming message in hardware by referencing an internal group or 
address table.  The message is then distributed to only those DDM exit ports that are 
specified in the table, allowing parallel distribution of the data packet.  One-to-all and 
one-to-many messaging operations are as fast and easy to accomplish as one-to-one 
(unicast) messaging, and with never a dropped packet.  Conventional network switches 
cannot do this.

Because all packet recipients get the data at the same time, there is no skew. Since 
there’s no software to execute and no network resources to schedule, there is also 
no jitter in the transfer times.  Figure 3 shows data obtained from a typical multicast 
transfer over the Multiflo DDS where a single packet was transferred to 22 recipients.  
It should also be noted by comparing the vertical scales used in Figures 1 and 3 that 
the average latency of the Lightfleet approach is 12 times better than the switched 
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approach.  For benchmark report details, visit www.lightfleet.com.
Designers of system architectures and applications using traditional switched fabrics 
have had to work within the confines of a serial environment. Parallelism, upon which 
true simultaneous and reliable multicast relies, has not been available except in the 
most exotic designs.  In addition, the ability of a fabric to update all processing/
memory nodes with real-time data, or to update programs at the same time or to 
quickly establish and maintain memory coherency with a group of nodes, has posed 
a very difficult engineering challenge up to now.  The Lightfleet DDS can do anything 
that switches can do and do it better.  The real benefit for the designer is the freedom 
from the limitations of serial networking and the added speed and efficiencies that true 
parallel computing provides. 

Any multi-node system can benefit from the speed and reliability improvements the 
Multiflo DDS provides.  But no skew and no jitter means that the Lightfleet network 
has a significant advantage in applications where high transfer reliability is critical and 
network timing must be predictable. Systems that need to update multiple nodes 
quickly and accurately will benefit the most, especially if the traffic in the fabric is 
heavy.  High-performance computers (HPC), Big Data analytics, and busy data center 
environments will be major beneficiaries.


